Big data

[loaxoabl, MHCTPYMEHTLI U npumeHeHne B DI



HaonoaeHus

e 1.8 3eTabaunt naHHbIX co3aaHo B 2011

e ObbeM OaHHbIX yaBanBaeTcs Kaxable 40
MecsLEB

e ObOLWMM 06BbEM OaHHbIX Ha cepBepax Google
~10 akcabaunT

e llHTepec k big data Beipoc B 10 pas 3a
nocrnegHue 3 roga



Big data?

[aHHble oObbemom > 1 Th (BNNoTb A0 neTa-, 3Kca-)

® coxpaHeHue
nepepaya
NOUCK

aHanus
BM3yanu3ayus



About 2,300,000,000 results f0.23 seconds )|

Ads related to big data ®

Big Data in 2013 - tableausoftware.com
www.tableausoftware.com/big-data ~

7 Things you Need to Do About Big Data in 2013. Get the Free Article!

Big Data Graph Database - Objectivity.com
www.objectivity.com/bigdata ~ 1 (855) 601 4951

Solutions for Complex Big Data The Big Data Connection Platform
InfiniteGraph Features - Objectivity News - Download

Real-Time Big Data - SolaceSystems.com
www.solacesystems.com/ ¥

High throughput Big Data distribution on LAN, WAN and web.

Big data - Wikipedia, the free encyclopedia
en.wikipedia.org/wiki/Big_data ~

Big data is the term for a collection of data sets so large and complex that it becomes
difficult to process using on-hand database management tools or traditional ...

Statistical inference - Unstructured data - Connectomics - Descriptive statistics




' ne BcTpeyvaeTcs big data

B Hayke: B nponsBoacTBe:

e MeTteoponorus e High load

e ®u3s mopgenupoBaHmne e [louck B IHTepHeTe
e [eHOMUKa

® OKOHOMMUKA



Big data

[logxonbl



[Toaxoabl big data

e MapReduce
e Bulk Synchronous Parallel
e “Cpoenau cam”



MapReduce



MapReduce

e Paspensiem bonbline gaHHbIE Ha
MalleHbKNe KyCKU

e PaboTtaem c KaXablM KYCKOM HE3aBUCUMO

e Arpervpyem pesynbraThbl



MapReduce

Map(k1,v1) -> list(k2,v2)
Reduce(k2, list(v2)) -> list(k3,v3)



MapReduce: noagc4yeTt ynucna cnoB

function map(String name, String documentPart):
for each word w in documentPart:
emit (w, 1)

function reduce(String word, List<Int> partialCounts):
sum = 0
for each pc in partialCounts:
sum += pc
emit (word, sum)



MapReduce: obnactb npumeHeHus

XOopoLlo:

Distributed sorting
Pattern matching
ndexing

Machine learning

[1Tnoxo:

e Global shared state
e Small data



Bulk Synchronous Parallel



Bulk Synchronous Parallel (BSP)

Each iteration (superstep):

1. Concurrent computation
2. Communication
3. Barrier synchronisation



BSP: ObnacTtb npumMmeHeHus

e /lTepaunoHHLIe anropUTMsbl



Graph Computing

1. Bxopg - rpadp

2. [na kaxxgou BepLUUHbI BelYUCAEM ee
doyHKUUIO (U TEPATMUBHO)

3. Bbixog - rpad



Graph Computing

BepuwiunHa:

[Tony4yaeTt coobLlleHuns ¢ npea. utepauumn
I3MeHSIeT CBOE COCTOSAHUE
Cospgaet/ygangaeTt ncxogdawmne pebpa
N3MeHSeT cocTossHME ncxoasimx pebep
OTnpaBngaeT coobuleHnsa No UCXoasLLNM
pebpam



Graph Computing: shortest path

function compute(Vertex me, List<Int> messages):
minDist = me.isStartVertex() ? 0 : INF
for each otherDist in messages:
if otherDist < minDist: minDist = otherDist
if minDist < me.value:
me.setValue(minDist)
for each edge in me.edges:
me.sendMessage(edge, minDist + edge.value)
else:
me.voteToHalt()




Big data

MHCTpYMEHTDI



TpeboBaHuAa K MHCTpymMmeHTaMm big data

e MacwTtabnpyemocTb
e OTKa30yCTOUYNBOCTb



e [le-dpakto nnardopma ans big data
e Peanunsyet mogenb MapReduce

=[aja]a]a]




Apache Hadoop: moaynu

Common - obuime 6MbNNOTEKN N YTUMNTDI
Distributed File System - pannosasa cucrema
YARN - meHeOXMeHT pecypcoB

MapReduce - peanusauusa mogenu
MapReduce



Hadoop Distributed File System (HDFS)

e Master/slave apxutektypa
e Pennukauus
e Kpocc-nnatdopMeHHOCTb



HDFS: Namenode

XpaHUT MeTagaHHble 0 FS
[Tpon3BOOUT XKypHaANMPOBaAHME
CneguT 3a pennukauunemn

CneanT 3a COCTOSIHMEM Y3N0OB AaHHbIX
(Datanode) n 6510KkoB Ha HUX



HDFS: Datanode

e XpaHuUT ONOKM OaHHbIX B BUAe dpannos
e OTtuutbiBaeTca nepen Namenode



HDFS: Architecture

HDFS Architecture

Metadata (Name, replicas, ...):

Metada’ga,opg"{ Namenode /homeffoo/data, 3, ...

Block ops
Read Datanodes Datanodes
! Bl |
A . Replication %]D
[] ] Blocks
- \ / J

Rack 1 VWrite Rack 2




Data Replication

e JloCTynHOCTbL
e bbICTpoe UTeHme (NToKanbHOCTL)
e bbicTpaa 3anuck



HDFS: Replication

e "Rack awareness”

e KoHurypupyetca otaensHoO ans
oTAeNbHbIX (annos

e [lo ymonyaHuto - 1 6510K Ha nokKanbHOM
cTonke, 2 6rioKka Ha yaaneHHou



Hadoop MapReduce

[lonb3oBaTenb onpenenser:

Input reader
dyHkumto Map
OyHKuMto partition
OyHKLUMIO compare
dyHkumto Reduce
Output writer
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Big data

[TpumeHeHune B DI



Big data B ®I1

Fragment 1

Fragment 2

CneunanusnpoBaHHas
ONTUMM3NPOBaHHAA
onepauus

MapReduce
Fragment

/

Fragment 3




Big data B ®I1: npobnembl

e Pabota c dhannamm = nobo4Hble 3 PEKThI

e lHTerpaunsa c bmbnmnotTekamm Ha si3blKax,
OTIINYHbIX OT C/C++

e HeobxoanmmocTb noaaepXkm MmoayfbHOCTU

e HeobxoanmmocTb noaaepXkm yHKUNN
BbICLLEro rnopsigka



Big data B ®I1: nnaHbl

1. UnTerpaums LUNA c bubnmortekon
MapReduce-MPI

2. [lepeHoc pelieHns Ha Hadoop

3. PacwunpeHne gna nogaepxkm apyrux
A3bIKOB (Java)



